A review of approaches to identifying patient phenotype cohorts using electronic health records

Chaitanya Shivade, Preethi Raghavan, Eric Fosler-Lussier, Peter J Embi, Noemie Elhadad, Stephen B Johnson, Albert M Lai

ABSTRACT

Objective To summarize literature describing approaches aimed at automatically identifying patients with a common phenotype.

Materials and methods We performed a review of studies describing systems or reporting techniques developed for identifying cohorts of patients with specific phenotypes. Every full text article published in (1) Journal of American Medical Informatics Association, (2) Journal of Biomedical Informatics, (3) Proceedings of the Annual American Medical Informatics Association Symposium, and (4) Proceedings of Clinical Research Informatics Conference within the past 3 years was assessed for inclusion in the review. Only articles using automated techniques were included.

Results Ninety-seven articles met our inclusion criteria. Forty-six used natural language processing (NLP)-based techniques, 24 described rule-based systems, 41 used statistical analyses, data mining, or machine learning techniques, while 22 described hybrid systems. Nine articles described the architecture of large-scale systems developed for determining cohort eligibility of patients.

Discussion We observe that there is a rise in the number of studies associated with cohort identification using electronic medical records. Statistical analyses or machine learning, followed by NLP techniques, are gaining popularity over the years in comparison with rule-based systems.

Conclusions There are a variety of approaches for classifying patients into a particular phenotype. Different techniques and data sources are used, and good performance is reported on datasets at respective institutions. However, no system makes comprehensive use of electronic medical records addressing all of their known weaknesses.

INTRODUCTION

The identification of patients who satisfy predefined criteria from a large population in an institution has numerous use cases, including clinical trial recruitment, outcome prediction, survival analysis, and other kinds of retrospective studies. However, the process of distinguishing these patients on the basis of their patient records can be extremely time-consuming and challenging depending on the complexity of the criteria. This is because the data matching these criteria are buried within multiple documents and across multiple data points in the electronic health record (EHR) of a patient. Some data, such as laboratory results, medications, and diagnoses, have a structured format. Clinicians provide important additional observations in unstructured text, such as radiology reports, progress notes, discharge summaries, and other clinical narratives. In addition to the open challenges inherent in parsing the often-complex clinical narrative, the presence of ungrammatical text, local dialectal phrases, abbreviations and misspellings, boilerplate and template text make the task of processing these documents even harder. Furthermore, the aggregate information in the structured and unstructured parts of the EHR may be implicit or explicit and may require reconciliation strategies. The ability to extract meaningful pieces of information from the EHR and consolidate them into a coherent structure would provide great value for automatically identifying patient cohorts that satisfy complex criteria.

A large number of studies have been published describing automated phenotyping techniques employed by medical organizations across the USA. Owing to the sensitive nature of patient data, administrative roadblocks, and collaboration overheads, most institutions have developed their own systems. There are efforts to extend techniques developed at one site across multiple sites. However, there are no established standard tools available that an institution can pick up and start using without significant challenges. There is little clarity regarding the nature of a phenotyping solution that will work at any given institution. This review aims to develop an understanding of the techniques used by different organizations, the processes followed by them, and, ultimately, the best practices for building a successful phenotyping solution.

We present a review of the state-of-the-art literature on patient cohort identification. The objectives were to (1) compile the studied phenotypes, (2) inspect the data sources commonly used, (3) study the different approaches that have been successful in the past, and (4) portray the role of large-scale systems in the development of cohort identification.

METHOD

Design

EHR-based phenotyping has not been well defined in literature and its meaning is thus wide ranging. We limited our scope of phenotyping to only those studies that explicitly investigated identification of patient cohorts. We realized that many important articles were a part of conference proceedings, which are not indexed by Medline. Attempts to search PubMed using sophisticated queries with a combination of keywords and MeSH terms appeared to miss a large number of relevant studies. These studies essentially performed the same task of cohort identification but tended to
focus on different issues such as evaluation of predictive models, end-to-end system descriptions, comparison of analysis techniques, exploration of data sources, and evaluation of technologies. (Refer to online supplementary appendix 1 for a sample query and its analysis.) To address this limitation, we manually reviewed all the issues of (1) Journal of American Medical Informatics Association (JAMIA), (2) Journal of Biomedical Informatics (JBI), (3) Proceedings of the Annual American Medical Informatics Association Symposium (AMIA), and (4) Proceedings of the AMIA Clinical Research Informatics Conference (CRI) from the years 2010–2012. Our authorship team deemed these to be venues that would probably have the highest density of publications on electronic phenotyping. The intent of this review is to demonstrate the types of work being conducted rather than being a comprehensive list of all work in the field of EHR-based phenotyping.

The analysis used was a three-step process. The first step involved filtering relevant articles by reading the abstract and title of the articles. We identified 76 articles (26 from JAMIA, 11 from JBI, 27 from AMIA, and 12 from CRI) in this step. In the second step, we reviewed the titles and abstracts of all the references that satisfied our criteria and were cited by these articles. This resulted in an additional 53 articles after removal of duplicates. Finally, we read the full text of these articles and discarded 32 articles, resulting in a final set of 97 articles. The entire process was carried out by two authors, CS and PR, with a κ statistic of 0.78. Conflicts were resolved by a third author, AML. The final set of studies was chosen on the basis of discussion.

### Inclusion and exclusion criteria

We included studies that: (1) described identification of patients with particular diagnoses or a medical condition; (2) were perspectives or characterizations of clinical trial recruitment solutions; (3) described novel techniques, compared different methods, or investigated diverse data sources for cohort identification. We followed the broad but commonly accepted definition of a phenotype as being the observable characteristic of an organism (in our case, the patient). Thus, identification of patients based on the stage of cancer, drug side effects, smoking status, infections, or response to therapy were all included. We discarded studies that (1) used only manual techniques, (2) relied only on data sources that were not EHRs, or (3) were not related to identifying patient cohorts. Many studies describe tools and techniques that can be potentially used for phenotyping but focus on proposing or evaluating a new methodology. Such studies were not considered in our review (see online supplementary appendix 2 for illustrative examples and reasons for their inclusion or exclusion in the review). Although the development of techniques for representing eligibility criteria to ease automatic cohort identification is an interesting and closely related topic, we did not include any articles investigating this issue (figure 1).

### Phenotype under consideration

Studies in our review addressed different diagnoses as the phenotype of interest. A large number of papers focused on diabetes, cancer, heart failure, rheumatoid arthritis, or cataract. A few studies described generic methods that could be applied to multiple diagnoses. Several papers addressed identification of adverse drug events. Some studies also analyzed genomic data of a predetermined phenotype to gain insight into other phenotypic properties of the same cohort. Table 1 shows the top 10 phenotypes of interest. Although cancer has been reported as a generic phenotype, there were 12 types of cancer (with breast cancer being most prevalent) studied in seven articles. Similarly, hypertension and resistant hypertension were considered to be one phenotype. Some articles also considered other observable characteristics such as smoking status and obesity among patients. Pneumonia and a variety of other infectious diseases were studied.

### Data sources

Previous studies have concluded that use of International Classification of Diseases, Ninth Revision (ICD-9) codes is not sufficient and have encouraged the use of additional sources of data or analysis techniques for identifying patient cohorts. Similarly, patient history data are also considered to be insufficient. Studies included in this review use diverse data sources, such as patient demographics, medications, laboratory reports, vital signs, clinical data, diagnoses, treatment, clinical notes, or even genomic data. We observed that diagnosis codes and

---

**Table 1** Top 10 phenotypes of interest

<table>
<thead>
<tr>
<th>Phenotype of interest</th>
<th>Number of studies</th>
</tr>
</thead>
<tbody>
<tr>
<td>Cancer</td>
<td>26</td>
</tr>
<tr>
<td>Diabetes</td>
<td>23</td>
</tr>
<tr>
<td>Heart failure</td>
<td>5</td>
</tr>
<tr>
<td>Rheumatoid arthritis</td>
<td>5</td>
</tr>
<tr>
<td>Cataract</td>
<td>4</td>
</tr>
<tr>
<td>Drug side effect</td>
<td>4</td>
</tr>
<tr>
<td>Pneumonia</td>
<td>4</td>
</tr>
<tr>
<td>Asthma</td>
<td>3</td>
</tr>
<tr>
<td>Peripheral arterial disease</td>
<td>3</td>
</tr>
<tr>
<td>Hypertension</td>
<td>3</td>
</tr>
</tbody>
</table>
patient demographics were commonly used in rule-based systems. Treatment data were included based on use of current procedural terminology (CPT) codes and billing codes or as explicit mentions in the text. Clinical notes here account for any textual document in the EHR, such as discharge summaries, progress reports, and pathology reports. Clinical data generally refer to variables that are specific clinical findings (eg, presence of a device, consumption of alcohol) or an aggregation of variables from multiple sources (eg, congestive heart failure, uncompensated or ejection fraction (EF) <25%, therapy period). Popular categories among other data sources include imaging data, insurance claim data, drug characterization databases, and public health statistics. Table 2 summarizes data sources used across the phenotypes in table 1. We found that multiple sources of structured data such as diagnoses, medications and laboratory reports were often used together. Some studies used only clinical notes but they were most commonly used with or compared against diagnoses information.

Performance of phenotyping techniques is reported using different metrics. While specificity, sensitivity and positive predictive value (PPV) are most commonly reported, some studies report area under the receiver operating characteristics curve or F1-measure. Some studies also report p value significance or an agreement statistic between the proposed automated technique and human annotations. While many studies (33%) have separate training and testing datasets, some studies (18%) report cross-validation results. The number of folds used for cross-validation also varies across studies. Studies are conducted on datasets at individual institutions, making it difficult to compare them.

Manually reviewed data (76%) are used as the ‘ground’ truth by most of the studies reporting performance on data. Some studies (19%) compare the performance of the proposed automated technique with ICD-9 Clinical Modification (ICD-9-CM) codes from the EHR, while the remaining (5%) studies systematically calculate the ground truth using other variables from the dataset. Shared tasks and challenges are the only avenues where different methods are directly comparable using a common dataset and evaluation strategy. Size of dataset is reported in terms of different units such as number of patients, number of documents, number of notes, and number of samples, with number of patients being the most common unit (see online supplementary appendix 3 for distribution of dataset size across studies included in this review).

RESULTS
In this section, we discuss the tools and techniques used across different studies considered in our review (see online supplementary appendix 4 for the distribution of techniques used across the top 10 phenotypes). These studies describe the process of obtaining a phenotype, as well as refining it. We elaborate on the ones that have been published recently and have a higher number of citations. Other relevant studies are cited in appropriate sections, but are not discussed in detail.

Rule-based systems
We describe algorithms that deduce phenotypes of patients, by applying logical constraints (rules) to discrete values (eg, hemoglobin <10 AND age >60) extracted from an EHR as rule-based systems. A typical rule-based system applies these constraints to multiple values in a single step or a sequence of steps. In this section, we discuss rule-based systems, considering the way the rules were generated.

Rules based on clinical judgment
Most of the systems derived rules using clinical judgment of physicians or expert opinions. Nguyen et al54 built a symbolic rule-based classification system for identifying lung cancer stages based on text occurrences. They used a tool called MEDTEX, which comprises modules for mapping free text to Systematized Nomenclature of Medicine Clinical Terms (SNOMED-CT) terms, negation finder, and possibility identification. The performance of their system was comparable to that of support vector machine (SVM)-based text classification systems. They argue that highly discriminatory rules could be developed using a small fraction of the training data, in contrast with machine learning approaches, which also increases annotation overhead. Schmiedeskamp et al47 developed empirical rules based on ICD-9-CM codes and laboratory and medication data to identify patients with nosocomial Clostridium difficile infection. They concluded that using data from a variety of sources yielded the best rule. Penberthy et al23 created a two-step screening process for identifying patients eligible for cancer clinical trials. The first step involved analyzing commonly collected discrete data, followed by screening of text-based health level 7 (HL7) messages representing dictations from surgical pathology. The authors reported performance in terms of time and effort saved by using the software in comparison with manual efforts.

Rules based on healthcare guidelines
Many studies converted guidelines or recommendations from health organizations for specific diagnoses into rules. Kho et al55 developed an algorithm to identify type 2 diabetes cases and controls using commonly collected EHR data across multiple institutions. Existing clinical diagnostic criteria established by the American Diabetes Association were used to develop an algorithm based on diagnostic codes, medications and laboratory test results. Small changes were made to ensure that the algorithm was portable across multiple institutions. The authors attribute their algorithm’s PPV to multiple iterations and manual chart review. Klompas et al56 used the clinical surveillance definition of acute hepatitis B published by the Centers for Disease Control and Prevention to create simple rules for identifying patients with this disease. Algorithms were tweaked on the basis of performance with training data to finally yield a single rule that achieves a very good performance. Trick et al46 developed a system to detect bloodstream infections in patients on the basis of simple rules corresponding to National Nosocomial Infection Surveillance (NNIS) definitions to categorize blood isolates. Although their system was reliable, they found that the performance of the rules varied between the two sites of their study. Mathias et al57 used guidelines from the American Cancer Society, American College of Obstetrics and Gynecology, and US Preventive Services Task Force to identify women eligible for cervical cancer screening. Their findings indicate that, although their method was not efficient in general, they could identify certain rare cases that would have been missed otherwise.

Refinement of previous rules
Some studies analyzed errors of rules developed in previous studies and modified them to generate better results. Hebert et al58 in the past developed a system that used a variety of documents from insurance claims to identify diabetic patients. They used a rule set created by looking at previous studies that used similar data, and then extended it. Wright et al59 used a previously created database of medication–problem and
laboratory–problem associations. Rules were added by reviewing medical textbooks and online clinical resources. The final set of rules was created after multiple iterations of review by physicians. Their method outperformed the problem list for all 17 conditions and billing codes for 12 of 17 conditions in the test dataset.

Automatically generated rules

Very few studies generated rules in an automated fashion. Li et al. followed the Quality Data Model in representing variables to identify cases for coronary artery disease and diabetes. They further used the RETE algorithm implemented in the JBoss Dorm rules management system to automatically extract rules. Lee et al. used feature-selection algorithms on variables found to be relevant for predicting emergency room re-admission using past studies. These discriminatory variables were then analyzed by a Discriminatory Analysis Model to identify a classification rule.

Rule-based systems are easy to interpret, fast to implement, and give good results on limited datasets. While the evaluation of systems in the Informatics for Integrating Biology and the Bedside (i2b2) shared task on obesity identification rule-based systems performed just as well as other approaches. Many studies develop rules based on clinical expertise and knowledge of physicians. The rationale behind these rules is often not explained in detail. Following guidelines and recommendations of health organizations seems to be a good approach and gives promising results. However, it would be interesting to see if the details of these rules—for example, cut-off values for discretization—are indeed reflected by the data. As stated above, there are very few studies that explore automated rule mining.

Natural language processing

Clinical notes entered by physicians are valuable sources of patient information. Clinical notes are often the only source of information from which to infer important phenotypic characteristics, which cannot be obtained from other data sources. Natural language processing (NLP) techniques have been successfully applied in other domains to perform a variety of tasks. However, misspellings, redundancy, ambiguity, and other characteristics of clinical text make the task challenging. Hence there is a need to systematically adapt NLP techniques from other domains to the realm of clinical text. In this section, we discuss studies that have made use of unstructured data for patient cohort identification, considering different approaches taken for a particular task (see online supplementary appendix 5 for a summary of different types of notes used across the top 10 phenotypes).

Term extraction

Most studies mapped textual elements to create Unified Medical Language System (UMLS) concepts for standardization. Bejan et al. used MetaMap to extract UMLS concepts and all possible unigrams and bigrams from clinical reports and further ranked their relevance to pneumonia identification using statistical feature selection techniques. They found that the best performance could be achieved by considering only the top 25% features. McCowan et al. describe software for grouping patients based on cancer staging. They developed their own software, which follows a four-step process for normalizing text, mapping it to UMLS terms, and detecting and handling negations. Liao et al. compared the performance of an NLP system with codified EHR data for identifying subjects with rheumatoid arthritis. They used HiTex for extracting clinical information from narrative text. HiTex, based on the GATE framework among other sophisticated modules, has a noun phrase finder and a UMLS concept mapper. Carroll et al. used Knowledge Map Concept Identifier, which processes clinical notes and returns UMLS concept identifiers handling negations. These concepts are used to identify cases of rheumatoid arthritis. Lehman et al. used their own software to map textual elements into SNOMED-CT concepts and further perform risk stratification of patients in the intensive care unit.

Use of keywords

Some studies use clinical knowledge or heuristics to identify keywords specific to the phenotype of interest. Sohn et al. along with a sophisticated NLP pipeline, also make use of relevant keywords to identify cases of drug side effects. They comment that, although their rules could extract clearly stated side effects, improved semantic approaches are required to handle complex side effect descriptions. Sohn and Savova improved the performance of their smoking detection module by adding selected temporal resolution keywords and dates as features. Simple regular expressions are also used to extract relevant parts of text from clinical notes. CUI-MAN-DREef is a simple regular expression-based system that extracts EF from free text echocardiogram reports to classify heart failures patients with abnormal EF. Friedlin et al. discuss the use of REX, a regular expression- and rule-based system, for extracting
relevant concepts in the context of identifying patients with pancreatic cancer. After the extraction of relevant terms and concepts from free text reports, either a rule- or machine learning-based model is used to classify patients into cohorts. Rule-based systems are described in the previous section, while machine learning approaches are discussed in the next section.

Semantic web technologies Few studies discuss the use of semantic web technologies for phenotyping. Cui et al. developed EpiDEA, an ontology-based epilepsy cohort identification system. While EpiDEA operates on unstructured text from discharge summaries using the full seven-stage clinical Text Analysis and Knowledge Extraction System (cTAKES) pipeline, it uses a simple approach that extracts attribute-value pairs to work with semi-structured text. Pathak et al. describe the architecture of a system that leverages semantic web technologies for phenotyping and illustrate it through a case study of type 2 diabetes.

Conway et al. surveyed the authors of 14 different phenotyping algorithms in their study analyzing the heterogeneity of such algorithms. The responders identified generation of NLP content as the most difficult aspects of algorithm construction. The studies in our review reflect this too. We observe that there is a lack of comprehensive NLP tools and datasets that exist as freeware for studying clinical data. MetaMap, cTAKES, and MedLEE are the most widely used tools. MetaMap is useful, but is limited to the identification and mapping of concepts from clinical text to the UMLS Metathesaurus. Although MedLEE is the oldest NLP tool for such studies, it is only available through licensing. Furthermore, while MedLEE identifies many modifiers along with named entities, such as negation and history, it does not extract relations among entities. cTAKES is open-source and free, but has only recently come out of the incubation stage and into a top-level project with the Apache Foundation. Most of the studies analyzed in this review developed their own NLP software for a specific task, with very few of the authors making them freely available. Most of the studies do not report handling of assertions for cases such as negations or speculative language. When use of negation is reported, Negec is found to be a widely used tool.

Machine learning and statistical analysis Machine learning methods learn patterns from data, in the form of parameters, to distinguish between certain predefined classes of interest. The field of biomedical informatics has embraced these methods for a variety of tasks. We discuss in this section studies that used these algorithms for patient cohort identification.

Comparison of popular algorithms Many studies report the comparison of machine learning models for the same task. Senen et al. compared Bayesian Networks and Naïve Bayes algorithms for predicting survival and recommending treatment in patients with lung cancer. They also used Markov Chain Monte Carlo Model Composition and the K2 greedy algorithm for structure learning. Their results on the English Lung Cancer Database show that the Naïve Bayes approach outperforms Bayesian Networks in predicting survival, while the converse is true for recommended treatments. Kawaler et al. also concluded that Naïve Bayes, along with random forests and SVM, are the best learners for predicting post-hospitalization venous thromboembolism risk. They also experimented with meta-learning approaches, such as bagging and boosting, without significant improvements. iDiagnosis is a novel software combining knowledge extracted from PubMed and EHRs for predicting pancreatic cancer. This study showed that a weighted Bayesian Network Inference model outperformed models built using K-nearest neighbor or SVM. The authors comment that this may be due to the small feature set used in their models.

Decision tree-based algorithms Few studies have used decision tree-based models. Van den Bulcke et al. found that regression models performed better than C4.5 decision trees in identifying cases of modeling of medium-chain acyl-CoA dehydrogenase deficiency. They observed that decision trees were less robust, with changes in variable selection choices. Mani et al. explored classification and regression trees and random forest models with three other types of machine learning techniques—linear classifiers, kernel-based methods, and rule learners—for predicting response of breast tumors to neoadjuvant chemotherapy. They found that tree-based models performed well on imaging data, while regression models were better for other sources of data. They followed a similar approach for type 2 diabetes, where tree-based models outperformed other algorithms.

Other approaches Other approaches have also been explored. Tatari et al. used multi-agent fuzzy systems to identify patients with a high risk of breast cancer. Lehman et al. carried out topic modeling, using hierarchical Dirichlet processes on unstructured notes of patients in an intensive care unit to group them into interesting categories such as ‘on ventilator’, ‘post-cardiac surgery’, and ‘trauma’, among others. Kim et al. used a semi-supervised graph propagation algorithm as an integrated framework that utilizes multilevel genomic data for prediction of clinical outcomes in brain cancer and ovarian cancer. Öberg et al. tried an interesting experiment exploring use of Google Search Appliance (GSA) for patient cohort discovery. They concluded that GSA did not have any significant advantage over traditional database querying.

Statistical methods Traditional statistical techniques have also been used. Wang et al. compared three parametric models—Weibull exponential, log-logistic, and log-normal—for performing survival analysis predicting benefit of adjuvant chemoradiotherapy in gallbladder cancer. The log-normal model gave the best Akaike Information Criterion and exhibited better goodness of fit. Kim et al. report discriminative accuracy and the concordance statistics for a risk index that they developed based on a regression model predicting cancer risk among patients. Fine et al. developed a decision model incorporating heterogeneous data sources for identifying infants with pertussis. They conducted univariate analysis using χ² tests followed by multivariate regression analysis to develop a final logistic regression model. PheWAS is an approach for determining which phenotypes are associated with a given genotype. The authors collected genotypic data at five single-nucleotide polymorphisms (SNPs) with previously reported disease associations. Their algorithm replicated four of the seven SNP–disease associations with statistically significant p values.

Although statistical analyses have been commonly used, the use of machine learning techniques has been scarce in the past. However, with the growing size of datasets, there are many studies exploring these methods. Although a variety of

algorithms have been used, we observe that logistic regression and SVMs are popular choices.

Hybrid approaches
Hybrid systems make use of both rule-based and statistical machine learning or NLP approaches. Such a system can be built in a number of ways. Typically a machine learning algorithm is fed with features that are a collection of rules and NLP-extracted attributes from clinical text.

Liu et al.22 describe changes made to the smoking detection module in CTAKEs, developed at Mayo Clinic to yield a significantly better classifier in terms of the F-measure on a dataset obtained from Vanderbilt University. They filtered notes, added new annotated data for training the machine learning classifier (SVM with a radial basis function kernel), and added rules to the rule-based classifier. An approach using heterogeneous sources of data in an EHR was developed by Peissig et al.16 to identify cataract cases. The strategy was a combination of conventional data mining, NLP of free text documents, and optical character recognition of scanned clinical images. The multimodal approach was found to increase the case identification by a factor of three compared with single-mode approaches. Pathak et al.30 describe a data warehousing architecture along with a case study of type 2 diabetes31 using semantic web technologies to enable better patient cohort discovery.

Xu et al.32 developed an algorithm combining machine learning and NLP to detect patients with colorectal cancer (CRC). Their two-step method extracted CRC concepts from clinical notes followed by determination of CRC cases using aggregated information from narratives and billing data. They postulate that rule-based systems perform well provided that features extracted using NLP are accurate. Sohn et al.33 built a system to extract physician-asserted side effects from EHR clinical narratives of psychiatry and psychology patients. Their system leverages NLP using CTAKEs along with decision trees (C4.5) using side effect keyword features and pattern-matching rules. A comparison of rule-based and hybrid systems showed that the rule-based system had a higher F-score, with the hybrid system covering cases that were more interesting. Application of SVM to attributes with no disease-specific limitations gave a better performance than attributes clinically relevant to rheumatoid arthritis in a study by Carroll et al.10. These attributes were constructed using billing codes, medication exposures, and NLP-derived concepts.

An interesting study34 involving no custom software or rules compared performance of maximum entropy classifiers and conditional random fields, with NLP-based features extracted, from imaging and pathology reports using CTAKEs, consistent with three types of cancer. Conditional random fields gave a better F-score in most cases on a physician-annotated validation set.

IBM developed the Medical Text Analysis System (MedTAS) based on their Unstructured Information Management Architecture (UIMA) framework, which leverages NLP principles and contains both rule-based and machine learning-based components. They faced challenges in implementing parts of the system using machine learning techniques because the size of their training dataset was small. Coden et al.35 report the pathology version of MedTAS/P tailored for extracting and storing cancer disease characteristics from pathology reports along with their relations, including temporal information and inference. Wilke et al.36 report a reduction in the number of false positives after augmenting results from NLP software applied to medication and laboratory data as compared with diagnostic codes alone. Kaelber et al.37 demonstrate the use of a commercial offering to characterize patients with venous thromboembolic events with a large deidentified dataset of 959,030 patients from 1999 to 2011.

Hybrid approaches have been successful with prediction and classification tasks in other domains. There is a growing trend in the number of studies that use such techniques. However, there is a lack of understanding regarding why a particular part of the task was performed using a particular approach. Very few studies explain the reason for performance benefits of a hybrid approach for the same task against a fully rule-based or machine learning approach.

Cohort identification systems
Initiatives such as the Electronic Medical Records and Genomics (eMERGE) network or the Cross Institutional Translational Research (CICTR) project and the Strategic Health IT Advanced Research Projects (SHARP)38 are national level programs aimed at promoting research using EHR across multiple institutions. Such collaborative efforts are believed to be the future39 of phenotyping of EHRs. In addition, systems such as the Stanford Translational Research Integrated Database Environment (STRIDE) at Stanford and the Duke Integrated Subject Cohort and Enrollment Research Network (DISCERN) at Duke, and others,3849 are specific to a single site and are instrumental in cohort identification research at these institutions. While some studies describe a general system architecture elaborating different software components of the system, certain studies address specific issues such as privacy or federated querying.

Phase 1 of the eMERGE network comprises Mayo Clinic, Marshfield Clinic, Northwestern University, Group Health Co-operative with the University of Washington and Vanderbilt University. They reported the complexity and heterogeneity of 14 EHR-oriented phenotyping algorithms developed as a part of the eMERGE project.13 This study reported that the majority of the algorithms include complex, nested Boolean logic and negation, with several dependent on cardinality constraints and complex temporal logic. If whole genome scans and phenotype data extracted from EHRs are to be used across multiple institutions, then it is extremely important to standardize the representation of these data. Members of the eMERGE network describe40 how phenotypic data from five sites studying multiple diseases were mapped to standardized terminologies and metadata repository resources, using a web-based application. Another study35 reports the portability of an algorithm for identifying type 2 diabetes cases and controls for a genome-wide association study using data captured at the five sites and validated at three of the five sites in the network. All sites used standard metadata repositories such as ICD-9-CM for diagnostic codes, RxNorm for medications, and Logical Observation Identifiers Names and Codes (LOINC) for laboratory results.

The CICTR project was undertaken to promote collaborative research among three sites located at the University of Washington, University of California, San Francisco and University of California, Davis. Each of the member sites had independently developed their information warehouses using i2b2 as a platform. Like eMERGE, each member site used ICD-9-CM, RxNorm and LOINC for representing diagnoses, medications and laboratory results, respectively. Messages were exchanged across sites using HL7 messages. The authors35 point out that the developed system, although functional, was considered to be over-sanitized from an end user perspective and hence lacked acceptance. This was mainly due to the aggregation, deidentification, obfuscation, and blurring of data because
of the institutional review board requirements of individual sites. The authors also comment that, although i2b2 is an extremely useful resource for setting up a data repository at an individual site, it is yet to mature for supporting multiple institutions and overcoming complex issues associated with network federation.

Studies aimed at testing portability\textsuperscript{11} 14 15 32 55 58 92–94 of phenotypic algorithms state that this is a non-trivial task\textsuperscript{95} 96 primarily because of issues with data standards.

The DISCERN project\textsuperscript{97} at Duke University is a hybrid system that combines retrospective warehouse data and real-time clinical events exchanged using HL7 messages to alert health-care providers of potential candidates for cohort recruitment. The typical workflow of this system consists of HL7 messages created as part of patient care, followed by processing for study-specific tasks, querying the warehouse, and finally notifying the researcher of potential candidates for the cohort study via email or text messages. The STRIDE project at Stanford University consists of a data warehouse based on HL7, an application development platform, a biospecimen data management system, and support for real-time alerting. STRIDE uses SNOMED-CT, RxNorm, ICD-9, and CPT to map important concepts and relationships. STRIDE provides efficient access to clinical and biospecimen data for research purposes using a secure, multi-tier, service-oriented architecture. Lowe et al\textsuperscript{98} developed an efficient Health Insurance Portability and Accountability Act (HIPAA)-compliant application over STRIDE, which comprises a patient cohort dashboard, clinical data-filtering capabilities, and enhanced regular expression-based searching to facilitate review of their clinical data.

TrialX\textsuperscript{99} is a tool that matches patients to clinical trials by extracting their personal health record information from the Microsoft Health Vault and Google Health (discontinued by Google since 2011) to clinical trials using semantic web technologies. Butte et al\textsuperscript{100} describe a semi-automated method for real-time recruitment of patients into a clinical trial. The system notifies a study investigator of a possible candidate for clinical trial using a simple rule. The investigator then looks into some detailed criteria for final eligibility. Embi et al\textsuperscript{101} discuss a similar semi-automated clinical trial alert system and its operationalization using commercial EHR systems.

Although use of standardized terminologies is encouraged and is a well-accepted best practice, we found that not many studies adopted them. Explicit mention of these terminologies across articles is summarized in table 3.

**Implications for future research**

Although phenotyping has developed at a steady pace in the past few years, there is a lot of room for improvement. The findings of our study reveal many areas of research that would add value to the existing implementations. These are outlined below.

Standardization of data using terminologies such as RxNorm, SNOMED-CT, and LOINC is a critical step towards the development of phenotyping solutions portable across institutions. However, many of these terminologies have overlapping coverage of concepts, with varying degrees of granularity and sometimes even lack coverage altogether for some conditions. Articles reviewed in our study do not discuss the rationale behind the mapping of particular concepts and terminologies. While the end goal of this mapping can be decisive in choosing the right terminology, the depth of traversal in a given ontology and the need to use multiple ontologies may be topics for future research.

As discussed above, there is a lack of tools that are commonly accepted as robust and state-of-the-art and can be used in an off-the-shelf fashion for the purpose of phenotyping. In order to address this problem, the biomedical informatics community should firstly channel efforts towards making open-source tools that are well documented, maintained, and easily available to users. Secondly, there should be focus on reporting the performance of these available tools before a new one is developed.

Most articles reviewed in our study report the use of certain variables to identify patient cohorts. Often, these variables are chosen on the basis of certain clinical intuitions. However, the causality of these variables towards the phenotype is not addressed in detail. Such analysis is of great value to the clinical community. A related problem is that of developing predictive models that are explanatory in nature. Prediction techniques often use complex mathematical transformations, making it difficult to illustrate the decision-making process. This is objectionable to many physicians who are key users of systems leveraging these models. Developing visualization techniques that complement these models is an area of research worth pursuing.

**DISCUSSION**

As this review of the literature reveals, current approaches to phenotyping are often inadequate to the task. Certainly, the use of common administrative codes such as ICD-9-CM often does not truly represent the diagnoses of a given patient population. Therefore, use of additional data sources such as those outlined in table 2 is necessary to identify these patients for many phenotyping use cases. Indeed, many studies have demonstrated that developing a model based on multiple data sources and rules can often outperform individual or isolated data-use approaches. As such, we feel there should be focus on developing systems that make holistic use of the EHR in characterizing a patient for phenotyping purposes.

The clinical NLP community has published many studies addressing complex but crucial issues such as co-reference resolution, temporal analysis, and assertion classification. However, we observed that very few studies\textsuperscript{37} 102 made use of techniques addressing these methods for the purpose of cohort identification. One possibility is the lack of widely accepted tools and techniques to perform these tasks.

Although there is a growing trend in the areas of machine learning and data mining, rule-based systems are dominant, since most analyses are pursued in individual institutions with very specific patient populations. However, if generalizable solutions are to be developed, the use of statistical and machine learning methods is necessary. Efforts to port phenotyping algorithms across multiple sites have started in recent years and should be expanded to test their robustness and scalability.

---

**Table 3 Use of standardized terminologies**

<table>
<thead>
<tr>
<th>Terminology used</th>
<th>Number of studies</th>
</tr>
</thead>
<tbody>
<tr>
<td>ICD-9</td>
<td>52</td>
</tr>
<tr>
<td>SNOMED-CT</td>
<td>15</td>
</tr>
<tr>
<td>RxNorm</td>
<td>13</td>
</tr>
<tr>
<td>CPT</td>
<td>13</td>
</tr>
<tr>
<td>LOINC</td>
<td>7</td>
</tr>
</tbody>
</table>

*CPT, Current Procedural Terminology; ICD, International Classification of Diseases; LOINC, Logical Observation Identifiers Names and Codes; SNOMED-CT, Systematized Nomenclature of Medicine–Clinical Terms.*

---

This review is not without limitations. We have presented a review of the electronic phenotyping literature from four publication venues over the period 2010–2012 and important references cited by them. While we have tried to be comprehensive, the main limitation of this review remains the vagueness of the term phenotyping, meaning that there is no exhaustive search strategy for retrieving appropriate articles across the entire available body of biomedical literature. However, we are confident that, because of the venues considered and the recent popularity of this topic, this review is representative of past and present efforts in this domain.

CONCLUSION
This review provides an overview of the different attempts at electronic phenotyping in the recent past. There are individual efforts from scratch at multiple institutions for the same task. Hence, there is a lack of well-established solutions for identifying patient cohorts. Successful projects follow certain common practices such as leveraging multiple data sources and adopting data standards. If future studies are consistent with these practices, and tools used to perform fundamental tasks are commonly accepted in the community, phenotyping using electronic medical records can progress systematically.

Contributors
All authors contributed substantially towards the writing and direction of this manuscript.

Funding
The project described was supported by Award Number Grant R01LM011116 from the National Library of Medicine. The content is solely the responsibility of the authors and does not necessarily represent the official views of the National Library of Medicine or the National Institutes of Health.

Competing interests
None.

Provenance and peer review
Not commissioned; externally peer reviewed.

Open Access
This is an Open Access article distributed in accordance with the Creative Commons Attribution Non-Commercial (CC BY-NC 3.0) license, which permits others to distribute, remix, adapt, build upon this work non-commercially, and license their derivative works on different terms, provided the original work is properly cited and the use is non-commercial. See: http://creativecommons.org/licenses/by-nc/3.0/


