Sequence analysis

The UEA sRNA Workbench (version 4.4): a comprehensive suite of tools for analyzing miRNAs and sRNAs

Matthew B. Stocks¹,†, Irina Mohorianu¹,*,†, Matthew Beckers¹, Claudia Paicu¹, Simon Moxon², Joshua Thody¹, Tamas Dalmay² and Vincent Moulton¹,*

¹School of Computing Sciences and ²School of Biological Sciences, University of East Anglia, Norwich Research Park, Norwich NR4 7TJ, UK

*To whom correspondence should be addressed.
†The authors wish it to be known that, in their opinion, the first two authors should be regarded as Joint First Authors.

Associate Editor: Alfonso Valencia

Received on September 27, 2017; revised on March 20, 2018; editorial decision on April 23, 2018; accepted on April 30, 2018

Abstract

Motivation: RNA interference, a highly conserved regulatory mechanism, is mediated via small RNAs (sRNA). Recent technical advances enabled the analysis of larger, complex datasets and the investigation of microRNAs and the less known small interfering RNAs. However, the size and intricacy of current data requires a comprehensive set of tools, able to discriminate the patterns from the low-level, noise-like, variation; numerous and varied suggestions from the community represent an invaluable source of ideas for future tools, the ability of the community to contribute to this software is essential.

Results: We present a new version of the UEA sRNA Workbench, reconfigured to allow an easy insertion of new tools/workflows. In its released form, it comprises of a suite of tools in a user-friendly environment, with enhanced capabilities for a comprehensive processing of sRNA-seq data e.g. tools for an accurate prediction of sRNA loci (CoLide) and miRNA loci (miRCat2), as well as workflows to guide the users through common steps such as quality checking of the input data, normalization of abundances or detection of differential expression represent the first step in sRNA-seq analyses.

Availability and implementation: The UEA sRNA Workbench is available at: http://srna-workbench.cmp.uea.ac.uk. The source code is available at: https://github.com/sRNAworkbenchuea/UEA_sRNA_Workbench

Contact: i.mohorianu@uea.ac.uk or v.moulton@uea.ac.uk

Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction

RNA interference, a highly conserved regulatory mechanism, is mediated via small RNAs (sRNAs). These can be classified into microRNAs (miRNAs) and small interfering RNAs (siRNAs), differentiated by both biogenesis and mode of action (Carthew and Sontheimer, 2009). sRNAs play key roles in gene regulation in eukaryotes (Wilson and Doudna, 2013).

Recent technical advances in high throughput sequencing, in depth and number of available samples and replicates, have enabled the analysis of larger, more complex datasets. Their analysis requires a comprehensive set of tools, able to distinguish patterns from the low-level, noise-like and variation. Drawbacks of existing tools include limited transferability of mRNA-seq methods to sRNA-seq data (Soneson and Delorenzi, 2013), the focus on particular aspects
of the analysis e.g. the prediction of miRNAs or the limited number of available analyses within the same suite of tools (Rueda et al., 2015). To address this we have expanded the functionality of the UEA sRNA Workbench (Stocks et al., 2012) by including new features to facilitate its usage on a wide variety of hardware and to enable the seamless linking of its stand-alone components (Beckers et al., 2017). We have reconfigured the code to facilitate an easy future development by members of the s/miRNA community.

2 New features and usage

We now describe the main additions to the new version of the Workbench; other, older features are described in (Stocks et al., 2012). We also present features enhancing the usability and versatility of this software, such as the addition of pre-configured templates and availability of the software on the Amazon Web Services (AWS).

2.1 Software architecture and usage

The Workbench is implemented in Java, a cross-platform language conferring flexibility between operating systems; all dependencies were compiled per platform forgoeing the need for additional configurations. The reconfigured source code is based on a modular design built around a set of interfaces and classes, all of which can be extended. From version 4.4 the source code was released on GitHub.

The Workbench supports and uses a variety of file types from raw data (sequencing files) to processed files. The former category includes *.fastq and/or *.fasta (Cock et al., 2010). Alignment files, generated or accepted within the Workbench, are in PatMaN, SAM (Li et al., 2009) or Bowtie formats (Ziemann et al., 2016), as requested by users of previous versions of the Workbench. Reference sequences (e.g. genomes, transcriptomes) are accepted in *.fasta or indexed formats. Annotation information is currently read as gff files.

Previous versions used traditional data structures for handling sequencing data (raw or indexed). Recently, larger experiments became affordable; the knock-on effect was a proportional increase in the size of raw/processed files, increasing the memory requirements. To reduce the memory footprint we use secondary storage via a relational database. To reduce the memory footprint we use secondary storage via a relational database. In addition, the main interface was redesigned to facilitate the chaining of tools into workflows. Each node (tool) performs a specific task of either processing or analyzing the data; on node-completion graphical summaries are presented. To configure a workflow, a wizard guides the user through the data input (samples with/without replicates) and reference genome. Upon setup completion, the structure of the project can be inspected using a treed diagram where leaf nodes represent the data files.

Starting with version 4.4 the source code of the UEA sRNA Workbench is available on GitHub, thus enabling the community to amend existing tools and also develop new tools which can be seamlessly linked to the existing framework. To simplify the technical aspects of integrating new features we provide a ‘template’ tool/workflow that already contains the integrative functionality and aspects of integrating new features we provide a ‘template’ tool/workflow that already contains the integrative functionality.

2.2 Improved stand-alone helper tools

The Workbench helper tools were designed to trim the adapters in sRNA-seq data (adapter sequences for versions of Illumina/454 are pre-loaded; custom-made adapters can be specified). A new feature is the ability to process libraries using bespoke adapters for reducing sequencing bias (e.g. high-definition adapters).

The filtering tool was enhanced and added to a stand-alone workflow; it allows the exclusion of unwanted sequences (e.g. tRNA/sRNA fragments, degradation fragments) from multiple data-sets as well as the selection of non-transcriptome matching reads. Both tools summarize the output in a size-specific histogram of abundances.

2.3 Locus analysis tools

The prediction of sRNA loci is improved by increasing the number and diversity of samples or the sequencing depth. However, a higher number of available reads also requires an approach to determine a signal to noise threshold. Using expression patterns and entropies, two approaches are available in with Workbench, one for the identification of general sRNA loci, CoLide (Mohorianu et al., 2013) and one that improves the prediction of miRNA loci, miRCat2 (Paicu et al., 2017).

CoLide groups sRNAs in close proximity on the genome that share a common expression pattern into putative loci. The up, down and straight pattern is determined on the relative location of expression intervals and offseted fold change. The expression intervals are either simulated, when no replicates are available, or computed on the normalized, replicated measurements. The patterns can be built on either ordered or un-ordered series. The significance of a locus is based on the dissimilarity of the size class distribution of constituent sRNAs to a random uniform distribution.

miRCat2 is a tool for miRNA discovery based on a new approach to scan the genome coupled with an entropy approach for the identification of peaks and exclusion of low abundance sequences, below a noise level. First, all putative peaks are identified using a Kullback–Leibler divergence on abundances. The background level is determined by excluding a peak and re-examining the abundance-distribution. Additional, empirical filters include the exclusion of multiple-matching reads, the analysis of local size class distributions as done in CoLide and the check for miRNA-like variants. The secondary structures of loci (determined using RNAFold) are used for the identification of miRNA loci (Supplementary Fig. S1e and f).

2.4 Differential expression analysis of sRNAs

A workflow for processing a sRNA project (consisting of several libraries, with/without replicates) from raw data to the identification of differentially expressed (DE) transcripts and expression patterns (Beckers et al., 2017) is also included. Since this type of analysis may involve a large number of samples, the use of the optimized database feature is default. The workflow comprises of several steps: (i) quality checking of the samples, (ii) evaluation of the effects of various normalizations and selection of an appropriate method, (iii) identification of DE sRNAs and (iv) summarization of expression patterns.

First, diagnostics plots are generated e.g. size class distributions of redundant and non-redundant reads, complemented by complexity analyses (Supplementary Fig. S1a). Additional plots include the nucleotide composition, the Jaccard similarity index (Supplementary Fig. S1c), histograms showing the proportions of read assigned to available annotation classes and scatter and MA plots (Supplementary Fig. S1b). These plots are enhanced by boxplots showing the distribution of differential expression, separated per size class (Supplementary Fig. S1d).

Second, the normalization of expression levels for transcriptome-matching reads is performed. The user can compare the results of up to six normalization procedures [total count
normalization, upper quartile, TMM (edgeR), deSeq normalization, quantile adapted for sequencing data and sub-sampling (without replacement) normalization (Mohorianu et al., 2017). For each, the quality check plots are recreated allowing the user to select a method that renders the samples most comparable.

Third, DE sRNAs are identified based on fold changes between expression intervals. To exclude low abundance variation, this step uses an offset (noise to signal threshold) calculated using Kullback–Leibler entropy and LOESS smoothing. Lastly, we convert fold-changes into patterns. To assess the DE, users can group sequences sharing a pattern (or motif) and use the sub-sets as starting points for enrichment analyses.

2.5 Availability on the AWS
To accommodate the increase in number of samples/replicates and address the difficulty in accessing suitable servers for the analyses, we enabled the use of the Workbench on the AWS via a pre-configured virtual machine, an Amazon Machine Instance. Scripts to facilitate the transfer of samples (via sftp) and the handling the remote connection are also provided. The AWS version of the Workbench allows users to perform analyses on the cloud, allocating and de-allocating resources dynamically and using resources dependent on their requirements and budget.

3 Discussion
The latest version of the Workbench enables biologists and bioinformaticians to critically and objectively extract information from larger, more complex sRNA datasets by combining workflows and stand-alone tools complemented with intuitive visualization features.

Funding
This work was supported by the Biotechnology and Biological Sciences Research Council (grant BB/S021269/1 to V.M. and T.D.).

Conflict of Interest: none declared.

References