Improved Automated Detection of Diabetic Retinopathy on a Publicly Available Dataset Through Integration of Deep Learning

Michael David Abràmoff,1–3 Yiyue Lou,4 Ali Erginay,5 Warren Clarida,3 Ryan Amelon,3 James C. Folk,1,5 and Meindert Niemeijer3

1Department of Ophthalmology and Visual Sciences, University of Iowa Hospitals and Clinics, Iowa City, Iowa, United States
2Iowa City Veterans Affairs Medical Center, Iowa City, Iowa, United States
3IDx LLC, Iowa City, Iowa, United States
4Department of Biostatistics, College of Public Health, University of Iowa, Iowa City, Iowa, United States
5Service d’Ophtalmologie, Hôpital Lariboisière, APHP, Paris, France

Purpose. To compare performance of a deep-learning enhanced algorithm for automated detection of diabetic retinopathy (DR), to the previously published performance of that algorithm, the Iowa Detection Program (IDP)—without deep learning components—on the same publicly available set of fundus images and previously reported consensus reference standard set, by three US Board certified retinal specialists.

Methods. We used the previously reported consensus reference standard of referable DR (rDR), defined as International Clinical Classification of Diabetic Retinopathy moderate, severe nonproliferative (NPDR), proliferative DR, and/or macular edema (ME). Neither Messidor-2 images, nor the three retinal specialists setting the Messidor-2 reference standard were used for training IDx-DR version X2.1. Sensitivity, specificity, negative predictive value, area under the curve (AUC), and their confidence intervals (CIs) were calculated.

Results. Sensitivity was 96.8% (95% CI: 93.3%–98.8%), specificity was 87.0% (95% CI: 84.2%–89.4%), with 6/874 false negatives, resulting in a negative predictive value of 99.0% (95% CI: 97.8%–99.6%). No cases of severe NPDR, PDR, or ME were missed. The AUC was 0.980 (95% CI: 0.968–0.992). Sensitivity was not statistically different from published IDP sensitivity, which had a CI of 94.4% to 99.3%, but specificity was significantly better than the published IDP specificity CI of 55.7% to 65.0%.

Conclusions. A deep-learning enhanced algorithm for the automated detection of DR, achieves significantly better performance than a previously reported, otherwise essentially identical, algorithm that does not employ deep learning. Deep learning enhanced algorithms have the potential to improve the efficiency of DR screening, and thereby to prevent visual loss and blindness from this devastating disease.

Keywords: diabetic retinopathy, detection, deep learning, algorithm, diabetes

Automation is a prerequisite to improve health care efficiency affordability and accessibility.1,2 In the management of the estimated 23 million Americans and 59 million Europeans with diabetes, automation of the retinal exam is sorely needed. The reason is that adherence to the regular eye examinations—necessary to diagnose diabetic retinopathy (DR) at an early stage, when it can be treated with the best prognosis and visual loss can be delayed or deferred—is frequently less at an early stage, when it can be treated with the best prognosis and visual loss can be delayed or deferred3–5—is frequently less than 60%,6–8 This leaves millions of people with diabetes at risk for potentially preventable visual loss and blindness. Though OCT and widefield imaging have been proposed to improve screening performance, most present-day DR screening programs use 1 or 2 field retinal color fundus imaging, in order to reach cost-effectiveness.7–9

Over the last two decades, the automated analysis of retinal color images for DR has been studied by many groups.10–12 Though the lack of widely accepted, well characterized, and representative datasets makes comparison difficult, recent studies show that complete DR screening systems using such algorithms achieve adequate safety, as for example the Iowa Detection Program (IDP).13–16 These algorithms are all based on classical expert designed image analysis, using carefully designed transformations including mathematical morphology and wavelet transformations.17–20 More recently, we used data-driven machine learning to learn the lowest level wavelet transformations from training data, but this resulted in only marginal performance improvements.21

Deep learning, where all transformation levels are determined from training data, instead of being designed by experts,22 has been highly successful in a large number of computer vision and image analysis tasks, substantially outperforming all classical image analysis techniques,23 and, given the spatial coherence that is characteristic of images, typically implemented as Convolutional Neural Networks (CNN).24 Indeed, the highest performing algorithms in the recent Kaggle...
competition, which completed July 2015, all used CNNs to identify signs of DR in retinal images.24

Training CNNs to detect DR directly from complete retinal images may lead to unanticipated, but undetected, associations. A simple example of such unwanted associations, is a CNN trained on data from a subgroup of patients with a high prevalence of DME. If the photographers of this population tend to image patients with the disc slightly temporal, the algorithm will be taught to associate diabetic macular edema (ME) with this temporal location of the disc, which is of course incorrect outside these specific populations.

Alternatively, CNNs can be used as high performing lesion detectors, and thus, IDx-DR X2.1 (‘the device’) is a hybrid system. It makes use of multiple CNNs, trained and used to detect hemorrhages, exudates, and other lesions, as well as normal retinal anatomy, which are integrated into a classic system that is otherwise very similar to its prototype, IDP. It is thus of broad interest to determine whether the replacement of classical image analysis approaches by dedicated CNNs has a significant effect on performance, by comparing this hybrid system to the published performance of a similar but classical image analysis system (i.e., IDP), as published in 2013,1 on a standard, publicly available, dataset with a trusted reference standard.

The purpose of the present study is to determine the sensitivity, specificity, and area under the receiver operating characteristic curve (AUC) of the device to referable DR (rDR), defined as moderate or severe nonproliferative DR (NPDR), proliferative DR (PDR), and/or macular edema (ME), and compare these with those published for the IDP at a similarly high sensitivity set point. IDx-DR X2.1 also added a vision-threatening DR (vtDR) output, and so we also report performance of that to detect vision threatening DR, defined as severe NPDR, PDR, and/or ME. We used the same publicly available set of fundus images and the same previously reported consensus reference standard set by three US Board certified retinal specialists for comparison.1

METHODS

Subjects, Retinal Image Dataset, Reference Standard

For the present study, we used the exact same dataset as in our 2013 publication.1 In summary, the Messidor-2 dataset25 consists of the digital retinal color images, one fovea-centered image per eye, of 874 subjects with diabetes, 1748 images.1 Messidor-2 differs from the original Messidor dataset of 1200 images in that we ensured it has two images for each subject, one for each eye. As reported previously, subjects were pharmacologically dilated at two centers, and were not dilated at the third center, and then imaged using a color video 3CCD camera on a Topcon TRC NW6 non-mydrifus camera (Topcon B.V., Capelle A/D Ijssel, The Netherlands) with a 45° field of view, centered on the fovea, at 1440x960, 2240x1488, or 2304x1536 pixels.1 As reported previously, mean age was 57.6 (± 15.9) years and 57% were male.1 As also reported previously, three board certified retinal specialists independently graded all images from all subjects according to the International Clinical Diabetic Retinopathy severity scale (ICDR; 0–4) and a modified definition of ME (0–1): the presence of exudates, retinal thickening (if visible on non-stereo photographs), or microaneurysms, all within 1 disc diameter of the fovea.1 In that study, the criterion of one or more microaneurysms was added to prevent that ME would be incorrectly missed, as the isolated presence of one or more microaneurysm(s) can be the only sign of ME visible on nonstereo photographs. Disagreements were adjudicated until consensus. On initial independent grading, x of expert 1 versus expert 2 (1vs2) was 0.85 (95% confidence interval [CI]: 0.81–0.90), 1vs3 was 0.82 (95% CI: 0.78–0.87), and 2vs3 was 0.79 (95% CI: 0.75–0.84), average x was 0.822.1 Because IDx-DR X2.1 requires two images per eye, and Messidor-2 only provides one fovea centered image per eye, all images were duplicated. The Messidor-2 dataset is in the public domain. The corresponding rDR reference standard is available for researchers in the public domain at http://www.medicine.uiowa.edu/eye/abramoff.

Three Categories of Disease

Using the previously reported ICDR and ME gradings,1 we created four levels of disease for each subject:

- No DR – ICDR level 0 (no DR) or 1 (mild DR), and no ME
- Referable DR – ICDR level 2 (moderate nonproliferative DR), 3 (severe nonproliferative DR), 4 (proliferative DR), or ME
- Vision threatening DR (vtDR) – ICDR level 3 (severe nonproliferative DR), 4 (proliferative DR), or ME. A new disease category for this study, to evaluate the performance on this category of disease.
- Macular edema, the adjudicated reference standard for the presence of ME. A new, separate category for this study; all subjects with ME appear in both vtDR and rDR.

Presence of vtDR thus implies the presence of rDR, and ME implies both rDR and vtDR. Using the consensus reference standard, previously reported rDR prevalence was 21.7% (95% CI: 19.1%–24.7%).1 Vision threatening DR prevalence was 10.6% (95% CI: 8.7%–12.9%), and ME prevalence was 9.50% (95% CI: 7.64%–11.65%).

IDx-DR X2.1

IDx-DR X2.1 (‘the device’) is an automated system for the detection of DR. It consists of two components, client software running at the point of care, which is not part of this study, and analysis software that is running on a server maintained and controlled by IDx, and which is evaluated in this study. In standard operation, the camera operator acquires four images, one optic disc and one macula centered for each eye, and submits them to IDx-DR. The analysis software provides four types of outputs:

- Negative: implying no or only mild DR present
- rDR: implying rDR is present
- vtDR: implying vtDR is present
- Low exam quality: implying either protocol errors or low quality of the individual images

The device applies a set of CNN-based detectors to each of the images in the exam. These detectors are trained and optimized to detect normal anatomy, such as optic disc and fovea, as well as the lesions characteristic for DR, such as hemorrhages, exudates, and neovascularization. Though the CNNs are particular to each type of lesion and parameters vary slightly between them, they are inspired by Alexnet25 (for more limited training sets) and the Oxford Visual Geometry Group20 (for more extensive training sets) network architectures. They were trained on 10,000 to 1,250,000 unique samples, depending on the lesion to be detected, extracted from images from patients with DR, and manually annotated by one or more experts, as well as positive and negative confounders.25 The unique samples underwent a variety of augmentations to increase spatial, rotational, and scale variance.
In the case of anatomy detectors, the CNN detector output represents its location in the image at a particular location, while in the case of lesion detectors, the CNN output represents the likelihood that a particular detection is an actual abnormality. Feature vectors formed from these likelihoods are fed into two fusion algorithms. The result of the first, the rDR index, represents the likelihood that a patient has rDR. The result of the second, the vtDR index, represents the likelihood that a patient has vtDR. The exam quality data is used to determine if the exam quality was sufficient for the system to make a diagnostic decision. These fusion classifiers were implemented as random forests, and trained on 25,000 complete exams of four images per subject annotated for their ICDR level by multiple experts. Obviously, none of the experts annotating the training images were involved in setting the previously reported reference standard for Messidor-2. Once available, the vtDR index is thresholded first. If the index is above or equal to the threshold, a positive output for vtDR is returned. If the vtDR index is below this threshold, the rDR index is thresholded. If the rDR index is above or equal to this latter threshold a positive output for rDR is returned. If it is below the latter threshold an output of “negative” is returned.

Messidor-2 images cannot be used for commercial purposes, and were not used for training or testing the device. The images for training the detectors and classifiers were obtained from the EyeCheck project and the University of Iowa.

**Modifications to IDx-DR to Create the IDx-DR X2.1 Device**

As explained in the introduction, the IDP used only classical detector algorithms, and CNNs have been added as lesion/anatomy detectors to the IDx-DR implementation studied here. In addition, the device had to be modified to support a retrospective dataset of only fovea centered images. Therefore, the device, as tested here, only allows access to the analysis software, the client software having been turned off. Because the image quality verifies that one disc- and one fovea-centered image are present for both a left and a right eye, and Messidor-2 does not contain the required disc centered images, the image quality algorithm had to be turned off. No other changes were made, nor was any component or CNN retrained for this IDx-DR version or this study. The device was run at the University of Iowa. To estimate the fraction of Messidor-2 subjects that would have received an insufficient quality exam if one disc centered and one fovea centered had been available for both eyes, we used the quality algorithm only, outside of the device.

**Statistical Analysis of Performance**

Analyses were conducted using SAS 9.4 (SAS Institute, Inc., Cary, NC, USA). The device’s rDR and vtDR output sensitivity, specificity, negative and positive predictive value, and their 95% CIs were calculated, based on exact binomial distribution, at set points, 0.37 for rDR and 0.329 for vtDR, chosen as high sensitivity set points, in order to compare with the published IDP1 which was also set at high sensitivity. We test the differences in sensitivity and specificity of the IDx-DR X2.1 device and IDP using Fisher’s exact test.

Sensitivity for detecting vtDR and ME was also calculated for the device’s rDR output. The AUC for rDR and vtDR indices were determined by logistic regression (SAS PROC Logistic) from the adjudicated reference standard.28,29 We compared rDR AUC with the theoretical maximum AUC of 0.955 (95% CI 0.939–0.972), which can be obtained by a perfect detection program, given the characteristics of the three readers and the prevalence of disease in the Messidor-2 population.1,18

**RESULTS**

For 874 subjects, the sensitivity of the device’s rDR output to detect rDR was 96.8% (95% CI: 93.3%–98.8%) and specificity was 87.0% (95% CI: 84.2%–89.4%), with 6/874 false negatives, resulting in a negative predictive value of 99.0% (95% CI: 97.8%–99.6%), and positive predictive value of 67.4% (95% CI 61.5%–72.9%). Sensitivity for the device’s rDR output to detect vtDR was 100% (95% CI: 96.1%–100%; i.e., no cases of vtDR were missed), and sensitivity for the device’s rDR output to detect ME was also 100% (95% CI: 95.6%–100%; i.e., no cases of ME were missed by the rDR output). The AUC for the device’s rDR index to detect rDR was 0.980 (95% CI: 0.968–0.992; Fig. 1; Table).

The device’s rDR output sensitivity to detect rDR, of 96.8%, was not statistically different from the previously published IDP sensitivity to detect rDR (P value 0.615), but its specificity, at 87.0%, was significantly better than that of IDP (P value < 0.0001). The 6/874 false negatives are shown in Figure 2.

For the device’s vtDR output, sensitivity to detect vtDR was 100.0% (95% CI: 96.1%–100.0%) and specificity was 90.8% (95% CI: 88.5%–92.7%), resulting in a negative predictive value of 100.0% (95% CI 99.5%–100.0%), and positive predictive value of 56.4% (95% CI 48.4%–64.1%). The AUC for the device’s vtDR index to detect vtDR was 0.989 (95% CI: 0.984–0.994; Fig. 1).

We previously reported that the theoretical maximum AUC measurable on this specific dataset and reference standard has a 95% CI of 0.939 to 0.972, which thus overlaps with the 95% CI of 0.968 to 0.992 of the measured AUC for the device’s rDR index.1,18

Thirty-four subjects (4%) had at least one image that was deemed insufficient by the quality algorithm run outside the device.

**DISCUSSION**

The results show that a device to detect rDR, where standard Gaussian derivatives and similarly designed, lowest level
FIGURE 1. (Left) ROC of IDx-DR X2.1 rDR outputs (orange), respectively, IDP outputs (blue), to detect rDR, defined as more than mild nonproliferative retinopathy and/or macular edema according to ICDR criteria by an adjudicated consensus of three retinal specialists as previously reported. The AUC for rDR output is 0.980, and for IDP was 0.937. (Right) ROC of IDx-DR X2.1 vtDR outputs to detect vision threatening retinopathy (vtDR; red), defined as moderate or severe nonproliferative retinopathy, proliferative retinopathy, and/or macular edema. AUC for vtDR is 0.989. The lines represents sensitivity/specificity pairs for vtDR. Horizontal axes: 1-specificity; vertical axes: sensitivity.

FIGURE 2. Right and left eye images of the 6/874 subjects diagnosed as having rDR, per the adjudicated consensus of the retinal experts, that were false-negatives for the rDR output (i.e., were missed by the device). All six subjects had consensus grading of moderate DR without ME.
features are replaced by lesion specific trained CNNs, performs significantly better, over a range of performance balances.

The device with CNN based detectors, IDx-DR X2.1, achieved a high performance of 96.8% sensitivity and 87.0% specificity to detect rDR. All false negatives had moderate NPDR according to ICDR (i.e., the lowest level of referable DR), thus the sensitivity to detect vDR and ME were both 100% (Fig. 2), showing all of the images showing moderate NPDR that were missed by the device’s rDR output. The device’s AUC 95% CI ranged from 0.968 to 0.992, which overlaps with the 95% CI of 0.939 to 0.972 for achievable AUC given the Messidor-2 dataset and the associated reference standard with three readers. Adding additional readers to the reference standard will allow a higher AUC to be measured.

The device’s vDR output had a sensitivity of 100%, and specificity of 91% to detect vDR, and vDR AUC was 0.989. Thus, the device’s vDR output may have utility in screening protocols where only vision-threatening DR (i.e., those that may be considered for treatment) are referred.

The NPVs of the device are high, 99.0% and 100%, respectively, and thus a negative rDR or vDR output means that DR is likely absent. The NPV and PPV are dependent on the prevalence of the disease in the population. We and others have found rDR prevalences ranging from 10.4%33 to 38.1% (Maguire MG, et al. IOVS 2015;56:ARVO E-Abstract 2014) and prevalence of vDR from approximately 1.7%35 to 19.1% (Maguire et al., IOVS 2015;56:ARVO E-Abstract 2014). In Messidor-2, 21.7% had rDR, and 10.6% vDR, thus within these ranges. The NPV and PPV are thus sensitive to ‘age’ of a screening program, in other words, how long a specific population has been undergoing screening for DR by either clinicians or a device. The prevalence of vDR in the first year of running a screening program can be as high as 30% to 40%, as this is primarily prevalence (number of existing cases that had developed over the years without screening), not incidence (number of new cases that develop in a year). After the vDR cases have been ‘caught’ in the first year, in the following years the number of cases of vDR will reflect only the much lower incidence, depending on the presence of risk factors in the population. It is of utmost importance that DR detection algorithms operate well within these ranges of prevalence, including inner city populations at high risk that have never had screening.

Advantages of this study are that it was performed on the publically available Messidor-2 dataset, and a published adjudicated standard of three experts, that is now available in the public domain at http://www.medicine.uiowa.edu/eye/abramoff. For the device, some of the IDP’s classic feature based lesion detectors were replaced by CNN based lesion detectors, leading to significantly better performance in a hybrid architecture. The device was never trained on any of the Messidor-2 images. Other groups have used full image-based CNNs (i.e., the CNN is trained with only complete retinal images), lacking explicit lesion detection, and specificity of 87%. In the real world, algorithms such as the device, are designed with two images per eye, one fovea centered and one disc centered, leading to a larger area of retina examined. Using two or more images per eye, algorithms as well as human experts may find additional cases of DR not visible on the single image, leading to different measured performance. Similarly, in the real world, reference standards often differ, depending on the characteristics of the clinicians reading the images and how many are involved in reading and how consensus is reached. For example, the ME reference standard was graded from the retinal images, which lack stereo, and no optical coherence tomography (OCT) was available. This implies that isolated retinal thickening cannot be appreciated, though human expert detection of ME from exudates only, in single images, may be almost as sensitive as clinical stereo biomicroscopic analysis of retinal thickening.55 Thus, ME and ME prevalence and severity may be underestimated in this dataset, and a different reference standard could lead to differences in a device’s measured algorithmic performance. Finally, we purposely chose the device’s rDR and vDR outputs to have set points that can be expected to result in high sensitivity, to be able to compare performance of the IDP with the device. This indeed resulted in a high sensitivity of 96.8% and specificity of 87%. In the real world, algorithms such as the device can potentially have different set points that allow a more equal balance between sensitivity and specificity, in accordance with the prevalence of vDR in the population as well as medical and public health objectives for screening.

Whether the resulting sensitivity is ‘good enough’—though higher than typical clinicians evaluating images—is beyond the scope of this study, and is constrained by ethical, legal, and financial considerations, best addressed through ethical, legal, and cost-effectiveness analyses. Furthermore, while in the original study we used retinal specialists to set the reference standard—also used in this study and made publicly available—research studies have shown that, over time, clinicians increasingly deviate from methods using reading centers, as defined in the original standards.56,57 Diabetic retinopathy detection likely also exhibits such a “diagnostic drift” from the original methods used by the reading center—for example, determining whether a red lesion is a microaneurysm or a hemorrhage, which can make the difference between a mild versus moderate level of DR—that were used in the primary
outcome studies that to a great degree still determine the management of DR. Diabetic Retinopathy Study,80 Early Treatment of Diabetes Retinopathy Study,81 and Epidemiology of Diabetes Interventions and Complications/Diabetes Control and Complications Trial,82 and it is thus important to employ methods that are as close as possible to those.

The device detects rDR and vtDR, and, while automated detection of other diseases that manifest in the retina is desirable, the persistence of diabetes as the leading cause of preventable blindness among working age adults in the developed world, coupled with the established cost-effectiveness of DR screening, rank orders DR as the most important target to address through automated detection.2,41

In summary, the IDx-DR X2.1 device has achieved significantly better performance to detect referable DR, quantifiable by a 30% increase in specificity at the high reported sensitivity of 0.97 on a public dataset, using deep learning, through the use of CNN-based lesion detectors in a hybrid architecture. Deep-learning enhanced systems for automated detection of DR, thus have the potential to improve the efficiency and accessibility of DR screening, and thereby to prevent visual loss and blindness from this devastating disease.

Acknowledgments
The authors thank J.C. Klein, MD, Pascale Massin, MD, Beatrice Cochener, MD, PhD, and Philippe Gain, MD for organizing the Messidor study and creating the Messidor-2 resource, as well as Dennis P. Han, MD, Jonathan D. Walker, MD and David F. Williams, MD for creating the reference standard for Messidor-2.

Supported by grants from IDx LLC (Iowa City, IA, USA), Research to Prevent Blindness (F), P; Y. Lou (E, I); M. Niemeijer (E), IDx LLC (C, F, I, R, S), Research to Prevent Blindness (F); 2012(Spec No. 17):eSP48–eSP52.

Disclosure: M.D. Abdrraff, IDx LLC (C, F, I, R, S), Research to Prevent Blindness (F); Y. Lou, None; A. Erginay, None; W. Clarida, IDx LLC (E, I); R. Amelon, IDx LLC (E, I); J.C. Folk, IDx LLC (I), Research to Prevent Blindness (F); M. Niemeijer, IDx LLC (E, I)

References
Deep Learning Detection of Diabetic Retinopathy


