Deep Learning for Assessing the Corneal Endothelium from Specular Microscopy Images up to 1 Year after Ultrathin-DSAEK Surgery

Juan P. Vigueras-Guillén$^{1,2}$, Jeroen van Rooij$^3$, Angela Engel$^2$, Hans G. Lemij$^3$, Lucas J. van Vliet$^1$, and Koenraad A. Vermeer$^2$

$^1$ Department of Imaging Physics, Delft University of Technology, Delft, the Netherlands
$^2$ Rotterdam Ophthalmic Institute, Rotterdam Eye Hospital, Rotterdam, the Netherlands
$^3$ Rotterdam Eye Hospital, Rotterdam, the Netherlands

Correspondence: Juan P. Vigueras-Guillén, Rotterdam Ophthalmic Institute (ROI), Schiedamse Vest 160d, 3011 BH, Rotterdam, the Netherlands. e-mail: j.p.viguerasguillen@tudelft.nl

Received: May 6, 2020
Accepted: July 6, 2020
Published: August 21, 2020

Keywords: corneal transplantation; corneal endothelial cells; in vivo imaging; artificial intelligence


Purpose: To present a fully automatic method to estimate the corneal endothelium parameters from specular microscopy images and to use it to study a one-year follow-up after ultrathin Descemet stripping automated endothelial keratoplasty.

Methods: We analyzed 383 post ultrathin Descemet stripping automated endothelial keratoplasty images from 41 eyes acquired with a Topcon SP-1P specular microscope at 1, 3, 6, and 12 months after surgery. The estimated parameters were endothelial cell density (ECD), coefficient of variation (CV), and hexagonality (HEX). Manual segmentation was performed in all images.

Results: Our method provided an estimate for ECD, CV, and HEX in 98.4% of the images, whereas Topcon’s software had a success rate of 71.5% for ECD/CV and 30.5% for HEX. For the images with estimates, the percentage error in our method was 2.5% for ECD, 5.7% for CV, and 5.7% for HEX, whereas Topcon’s software provided an error of 7.5% for ECD, 17.5% for CV, and 18.3% for HEX. Our method was significantly better than Topcon’s ($P < 0.0001$) and was not statistically significantly different from the manual assessments ($P > 0.05$). At month 12, the subjects presented an average ECD = 1377 ± 483 [cells/mm$^2$], CV = 26.1 ± 5.7 [%], and HEX = 58.1 ± 7.1 [%].

Conclusions: The proposed method obtains reliable and accurate estimations even in challenging specular images of pathologic corneas.

Translational Relevance: CV and HEX, not currently used in the clinic owing to a lack of reliability in automatic methods, are useful biomarkers to analyze the postoperative healing process. Our accurate estimations allow now for their clinical use.

Introduction

Descemet stripping automated endothelial keratoplasty (DSAEK) is a cornea transplant procedure that involves the removal of the cornea’s Descemet membrane and endothelium, followed by the transplantation of donor tissue containing the endothelium, Descemet membrane, and a part of corneal stroma. This procedure was introduced in 2006$^{1,2}$ and has replaced conventional penetrating keratoplasty for most cases of endothelial dysfunction.$^{3,4}$ The most common indication for DSAEK is corneal edema in cases of Fuchs endothelial dystrophy (FED) or pseudophakic bullous keratopathy.$^{5}$ FED is characterized by degenerative changes in the endothelial cells, which trigger an abnormal, irregular growth of the Descemet membrane and a subsequent rapid loss of endothelial cells. Graft survival after DSAEK is reported to be good, especially in eyes with FED,$^{6}$ although the outcome with respect to visual function is variable.$^7$ Newer techniques have aimed to reduce the thickness of the donor stroma (ultra-thin [UT]-DSAEK), reporting better visual outcomes...
than conventional DSAEK in terms of speed of visual recovery and visual acuity. A different procedure, Descemet membrane endothelial keratoplasty, aims to transplant donor tissue with corneal endothelium and Descemet membrane but without additional stromal tissue.

Regardless of the type of surgical procedure, long-term survival of corneal grafts is mainly dependent on the endothelial cell density (ECD), which is defined as the number of cells per square millimeter. ECD decreases naturally with age, from an average density of 2800 to 3000 cells/mm² in healthy young people to a density of 2200 to 2600 cells/mm² for healthy elderly people. This loss can be exacerbated by surgical trauma and certain diseases or stress factors, and it is assumed that 400 to 700 cells/mm² is the density at which corneal decompensation occurs and, thus, it defines the limit for graft survival. In addition to the loss of endothelial cells, the remaining healthy cells lose their regular hexagonal form and become irregular in shape and size. The two parameters used to describe this irregularity are the coefficient of variation in cell size (CV or polymegathism, expressed as the ratio of the standard deviation [SD] of the cell size to its mean size, in percentage), and the hexagonality (HEX or pleomorphism, defined as the percentage of six-sided cells).

To measure these parameters, it is necessary to image the endothelium. A clinically used method is specular microscopy, a noncontact, noninvasive technique that sends light toward the cornea at a small angle of incidence and captures the light reflected from the interface between the endothelium and the aqueous humor. The specular reflex requires a regular, smooth endothelial surface to provide high-quality images, which is the norm in healthy corneas. Furthermore, the curvature of the cornea limits the area that can be imaged, which translates into a rather small field of view. Postkeratoplasty specular images are prone to show low contrast, high image noise, and areas that are heavily blurred or out of focus because of the many optical distortions that may arise owing to a variable thickness of the graft tissue, an irregular surface of the graft endothelium, or a graft–recipient interface haze. This factor can substantially decrease the number of visible cells in the images, especially during the early postoperative phase.

Current specular microscopy manufacturers usually provide built-in software that automatically segments the images and estimates the endothelial parameters. However, many recent studies have shown a lack of agreement between the estimates from different microscope’s methods and sometimes an overestimation when compared with a manual segmentation, suggesting that the automatic results should be used with caution. These studies mainly focused in ECD, in both healthy and diseased corneas. Accurate estimation of CV and HEX is even more challenging because it requires good quality segmentations, which is not reachable in most clinical cases. Several improved approaches have been proposed in the last years.

However, most of these methods show two main limitations that prevent them to be used in the clinic: (1) they require user intervention to manually discard the areas where cells are not distinguishable after segmentation and (2) they are mainly tested in rather high-quality images and/or healthy corneas.

In this study, we present a deep learning (DL) approach that automatically segments post–UT-DSAEK endothelial images, selects the trustworthy area where cells can reliably be detected, and computes the endothelial parameters with high accuracy, all in a few seconds, without the need for any user intervention. This method was compared with the estimates provided by the microscope’s software and a manual segmentation (error analysis), and it was used to study the 1-year evolution of the endothelial parameters in post–UT-DSAEK corneas (clinical analysis).

Methods

Datasets

The main dataset contained 383 images of the central corneal endothelium from 41 eyes (41 patients) that underwent UT-DSAEK surgery in the Rotterdam Eye Hospital (Rotterdam, the Netherlands), acquired at 1, 3, 6, and 12 months after surgery. The included population for the study were patients over 18 years old with FED indicated for keratoplasty for visual rehabilitation and a visual acuity of less than 0.6 (Snellen chart). At the time of surgery, patients had an average age of 73 ± 7 years. The cornea grafts were provided by the Euro Tissue Bank (Beverwijk, the Netherlands). Written informed consent was obtained from all participants, and the study was conducted in accordance with the principles of the Declaration of Helsinki (October 2013). Trial registration NL4805 (www.trialregister.nl, registered on 15-12-2014). Endothelium images were obtained with the noncontact specular microscope Topcon SP-1P (Topcon Co., Tokyo, Japan), which included the software IMAGEi-net i-base (version 1.32) to estimate the endothelial parameters. The images covered an area of approximately 0.25 mm × 0.55 mm and were saved as 8-bit grayscale images of 240 × 528 pixels. Our protocol for image acquisition stated to take one image of the cornea and to repeat the acquisition up to a maximum of five images if the quality was unsatisfactory. Following this
protocol, images were reacquired in 76% of the cases, with an average 2.3 images per session. For the clinical analysis, we used the parameters obtained from the image with the highest number of cells, and two patients were excluded because they missed one visit.

A secondary dataset was used to assist the training phase of the DL models. This dataset came from a clinical study concerning the implantation of a Baerveldt glaucoma device in the Rotterdam Eye Hospital (trial registration NL4823), referred as the Baerveldt dataset hereafter. This dataset contained 400 specular images of the central and temporal superior endothelium, obtained from 100 patients who were imaged before surgical implantation and 3, 6, 12, and 24 months after surgery, with the aim of observing whether the implant’s tube was affecting the endothelium (the original Baerveldt dataset contained almost 8000 images from 200 patients, but only 400 images were manually annotated). The images were acquired with the same Topcon SP-1P microscope. Patients in this clinical study had no corneal disease, showed an average cell density of 2200 cells/mm², and the image quality was significantly better than the UT-DSAEK dataset. Thus, these images were useful for building robust DL models, because they provided examples not present in the UT-DSAEK dataset.

All images were manually segmented to create the gold standard, using the open-source image manipulation program GIMP (version 2.10). The DL networks were programmed in Python 3.7, and we used TensorFlow (version 2.10) to train and test the models. The parameter estimation and statistical analyses were done in Matlab 2018a (MathWorks, Natick, MA). Confidence intervals were computed with the bootstrap method “bias corrected and accelerated percentile” in Matlab.

Development of the Network

DL is a class of machine learning algorithms that use a sequence of mathematical operations (encoded in layers) to progressively transform the input data into more abstract representations to ultimately perform a task, such as classification, segmentation, or regression. In our case, cell segmentation was done by a convolutional neural network (CNN), which are sliding-window filters that execute operations on images. This method basically entails transforming a specular endothelial image into another image where the pixels corresponding with the cell edges are given a high value (Fig. 1). In contrast with classic machine learning techniques, DL does not require to set specific rules to extract the relevant features from the images. Instead, DL will do both tasks—feature extraction and segmentation—on its own, in what is called the “black box paradigm.” To this end, DL requires plenty of labeled data to learn the transformations.

An earlier version of the DL network was presented in a previous work, in which we used a U-net and 50 images from the Baerveldt dataset to produce the edge images (CNN-Edge), obtaining a pixel accuracy of 97.33%. Subsequently, we presented a different network based on Dense U-Nets to perform the segmentation of the region of interest (ROI) given the edge images (CNN-ROI); that is, the CNN-ROI identified the areas in an edge images where the cells were correctly detected. For that network, we extended the dataset up to 140 challenging images from the Baerveldt dataset, and we manually created the ROI gold standard images by selecting the trustworthy areas based on the edge images. Hence, CNN-ROI would mimic the evaluation that a human would do when observing the edge images. Our Dense U-Net was a
Figure 2. Overview diagram of the fully automatic method. The intensity image is the input of the first deep neural network (CNN-Edge), which provides an edge (probability) image as output. This is introduced as input to the second deep neural network (CNN-ROI), which determines the areas in the edge image where the edges were correctly detected. Finally, both images are input for the postprocessing method, which applies the ROI onto the edge image, fixes the blurry edges with the watershed algorithm, and removes the partial cells in contact to the image border, providing the final binary segmented image for computation of the clinical parameters (the final segmentation is superimposed to the intensity image for display purposes).

Although having three different stages to first perform the segmentation and later infer the clinical parameters might seem cumbersome, it provided a robust approach. Earlier experiments on the design of a single DL network that would directly estimate the endothelial parameters from the specular images indicated a substantial decrease in accuracy.

To evaluate the DL algorithms, a five-fold cross-validation was performed on the UT-DSAEK dataset: the images were randomly divided into five subsets (with all images from one eye in the same subset), using four subsets (plus the whole Baerveldt dataset) for training and the remaining subset for testing, and repeating the same process for the other subsets. The DL network hyperparameters were categorical cross-entropy as loss function, nadam optimizer, 150 epochs, and flipping left-right and up-down as data augmentation. A Jupyter notebook with the code of the DL models, the weights, and a few example images can be found in GitHub: https://github.com/jpvidugarasguillen/corneal_endothelium_TVST.

Statistical Analysis

To assess the statistical significance of our method against Topcon’s software, we used the paired Wilcoxon test to compare the percentage error after assigning a 100% error if no parameter estimate was produced. To assess the clinical statistical significance of our method against the gold standard, we used the one-way analysis of variance. For this end, we used the Shapiro-Wilk normality test to establish normality and Levene’s test for homogeneity. The 95% limits of agreement from the Bland-Altman analysis were also used to compare our estimates against the gold standard. Changes in the estimates between visits were evaluated with paired t-test. A Pearson correlation
coefficient was used to evaluate the correlation among the changes over the 1-year follow-up. All tests used a statistical significance established at $\alpha = 0.05$.

**Results**

**Quantitative Analysis**

Our fully automatic method detected, on average, 115 cells per image whereas Topcon only detected 30 cells (paired Wilcoxon test, $P < 0.0001$). As a result, our method and Topcon’s software were able to estimate the ECD/CV in 98.4% and 71.5% of the images, respectively. According to the gold standard, insufficient cells were captured in 25 images (6.5%) to be able to estimate HEX. For the remaining images, our method and Topcon’s software provided HEX estimates in 99.7% and 30.5% of the images, respectively. This large discrepancy originated from the necessity of detecting at least 25 to 50 cells in an image to have six or more inner cells, which Topcon’s software failed to reach in most cases. These differences are illustrated in Figures 3 and 4, showing how our method was able to detect as many cells as the gold standard in very challenging images, whereas Topcon’s performance was unsatisfac-
Deep Learning for the Corneal Endothelium

Figure 4. The only images from Figure 3 where Topcon’s software could perform cell segmentation. Topcon’s estimates are indicated underneath (gold standard values in parenthesis). N/A, not acquired.

tory unless the image had good quality (Fig. 4H), which was the exception in this dataset.

An error analysis on the endothelial parameters was performed (Fig. 5). Topcon’s estimates displayed an ECD overestimation for the cases with high ECD and a large spread of the error in the three parameters. In contrast, our estimates showed an overall smaller error and a similar error spread for different ECD/CV/HEX reference values. Therefore, our method exhibited a robust performance regardless of the characteristics of the cells in the image.

A key factor in the method accuracy was the number of detected cells in the image, as a segmentation mistake (or discrepancy in the cells segmented) would distort the estimation significantly for images with a low number of cells. This finding can be observed in Figures 3A, 3C, where no major mistakes were detected but several cells in the border of the ROI were not included in the gold standard but appeared in our segmentation (or vice versa), and as a result there was a significant difference between our and gold standard’s estimates, particularly in HEX. To model the behavior of our method in this respect, the error was plotted as a function of the number of cells (Fig. 6). Because the images in the UT-DSAEK dataset contained a rather low number of cells, we included the estimates that would be obtained from the images of the Baerveldt dataset so that we had an overview of the method’s performance for images containing a large number of cells (200–400 cells). For this, we trained new models, now applying a similar five-fold cross-validation to the Baerveldt dataset and using the UT-DSAEK dataset as training assistance. Subsequently, we fitted two exponentials to the mean and SD of the error using the least-squares method (Fig. 6). The error showed a normal distribution along the y-axis for all three parameters and, thus, we could assume that the area within two SDs covered approximately the 95% of the error. This analysis showed that (1) for all three parameters, our error spread decreased as more cells were detected, (2) HEX required more cells to reduce the error spread, and (3) there was a small overestimation in CV for the images with less than 50 cells.

Error Analysis Over Time

As stated in the Methods, images were reacquired in the clinic when the quality was unsatisfactory. Specifically, we selected the image with more cells in each session, discarding the remaining images. For our method, a satisfactory image was obtained with the first acquisition in 50% of the visits, after the second in 27%, after the third in 20%, after the fourth in 2%, and after the fifth in 1%, which suggested that taking up to three images ensures acquiring a good clinical measure with high certainty. The average number of cells detected by our method was 124 ± 74, 132 ± 61, 134 ± 55, and 134 ± 55 cells for months 1, 3, 6, and 12, respectively, whereas Topcon’s software detected 32 ± 42, 37 ± 36, 47 ± 39, and 54 ± 41 cells, respectively (paired Wilcoxon test, \( P < 0.0001 \)). The mean absolute error (Table) and mean absolute percentage error (Fig. 7) were computed for both, our and Topcon’s estimates. The gold standard did not display enough cells in 6.2% of images to calculate the HEX, and our method was able to estimate HEX in all other cases.

Our method provided a significantly smaller error than Topcon (Fig. 7). The statistical analysis yielded a statistically significant difference in favor of our approach for all parameters at all time points (paired Wilcoxon test, \( P < 0.0001 \)). The percentage error was highest in the first month after surgery for all three parameters and decreased with time after surgery (Fig. 7). This behavior was mainly due to the improvement in image quality over the months, which resulted in more images with estimates, more visible cells, less segmentation mistakes, and hence better estimation accuracy (Fig. 8).

Clinical Analysis

Our method depicted the same evolution over time in the parameters as the gold standard except for CV, where a slight overestimation occurred (Fig. 9). The distributions of the estimated parameters from our method and the gold standard at the different time points resembled a normal distribution, and they passed the Shapiro-Wilk normality test after excluding one outlier for CV at month 1 and for HEX at
Deep Learning for the Corneal Endothelium

Figure 5. Error of the estimates of ECD (A), CV (B), and HEX (C) in the UT-DSAEK dataset for our DL approach (colored circles) and Topcon (black diamonds). The x-axis indicates the value for the gold standard images and the y-axis indicates the error computed as the difference between the estimates and the gold standard. The average error for each approach is depicted with a dashed line.

Figure 6. Error of the estimates of ECD (A), CV (B), and HEX (C) with our DL approach in the UT-DSAEK (colored circles, 383 images) and Baerveldt datasets (black circles, 400 images), displayed as a function of the number of detected cells. The y-axis indicates the error computed as the difference between the estimates and the gold standard. The mean (solid line) and two SDs (dashed lines) of the error function were modeled with exponentials.

Table. The Mean Absolute Error and the SD of the Endothelial Parameters for Topcon and Our Method, in the Selected Images. The Mean Absolute Error is computed as \( \frac{1}{n} \sum_{i=1}^{n} |E_i - A_i| \), where \( A_i \) is the Actual Value, \( E_i \) is the Estimated Value, and \( n \) is the Number of Images. Only the Cases with Estimates were Used to Obtain The Error (% Indicated in Second Column)

<table>
<thead>
<tr>
<th>Percent Images Included (ECD/CV, HEX)</th>
<th>ECD [cells/mm²]</th>
<th>CV [%]</th>
<th>HEX [%]</th>
</tr>
</thead>
<tbody>
<tr>
<td>Our method</td>
<td>98.1%, 93.8%</td>
<td>30.0 ± 38.5</td>
<td>1.5 ± 2.0</td>
</tr>
<tr>
<td>Topcon</td>
<td>82.1%, 42.6%</td>
<td>118.7 ± 166.2</td>
<td>4.6 ± 4.8</td>
</tr>
</tbody>
</table>

month 3. All distributions also passed the Levene’s test for homogeneity. A one-way analysis of variance indicated no statistically significant difference between the manual and our automatic assessments for any case (\( P > 0.05 \)). A Bland-Altman analysis showed that more than 95% of the ECD estimates were within the 95% limit of agreement for all months except month 1 (94.8%). For CV, month 1 (92.1%), and month 3 (92.5%) did not reach the 95% limit of agreement. HEX was below the limit for all months (91.2%–94.9%).

The average estimated ECD at the cornea bank was 2705 ± 174 cells/mm², which decreased abruptly after the surgical intervention and it stabilized after the third month (Fig. 9), although the changes were statistically significant between all visits (paired \( t \)-test, \( P < 0.03 \)). The average CV presented a similar evolution to ECD, with a substantial decrease between the first and third months (\( P < 0.01 \)) and a subsequent stabilization (\( P > 0.1 \)). In contrast, the average HEX displayed a continuous increase, with a statistically significant change between months 1 and 3 (\( P = 0.01 \)).

We observed that the group of patients with the largest loss in ECD (Fig. 10, patients #1–#15, except #2) had a consistent large decrease in CV (–11.1 ± 9.9%) and increase in HEX (+13.2 ± 12.4%) between months 1 and 12 (values from gold standard estimates), which suggested a possible stabilization in the cellular health. The exception, patient #2, was the only case developing FED after surgery, with a bad progression in CV (+6.2%) and no estimates for HEX. Overall, we
Deep Learning for the Corneal Endothelium

Figure 7. The mean absolute percentage error (computed as $\frac{100\%}{n} \sum_{i=1}^{n} |E_i - A_i|/A_i$, where $A_i$ is the actual value, $E_i$ is the estimated value, and $n$ is the number of images) in the parameters ECD, CV, and HEX with the 95% confidence intervals, at the different time points, for Topcon (red) and our method (blue), in the selected images. Images without a parameter estimation were assigned a 100% percentage error (for HEX, the cases where the gold standard did not provide an estimate were discarded). If the images without estimates were not considered, the overall mean absolute percentage error would be 2.5% for ECD, 5.7% for CV, and 5.7% for HEX in our method, and 7.5% for ECD, 17.5% for CV, and 18.3% for HEX in Topcon’s software.

Figure 8. A representative example (patient #7) of the progression of the endothelium over the months, with a clear improvement in image quality and detected cells. Top row displays the intensity image and bottom row indicates our DL segmentation in pink (nontrustworthy areas in blue). Further information on the ECD for patient #7 in Figure 10.

Figure 9. The evolution of the clinical parameters—ECD (A), CV (B), and HEX (C)—in the UT-DSAEK dataset over time, displayed as the average value (solid line) and one SD (colored area). Gold standard is depicted in blue and our proposed method in red.

found a statistically significant correlation between the changes in ECD and CV from month 1 to month 12 among all patients (Pearson’s $R = 0.356; P = 0.031$) and between CV and HEX ($R = -0.538; P = 0.001$), but no correlation between ECD and HEX. This was also observed with our estimates.

Finally, we also observed that the patients that displayed a smaller ROI at month 1 usually had a larger ECD loss between months 1 and 12 (Pearson’s $R = -0.374; P = 0.019$). This finding agrees with the idea that a smaller area with visible cells is an indication of an unhealthy tissue, which will in turn have an increased progressive loss of ECD.

Discussion

We have presented a robust, fully automatic method for the estimation of the corneal endothelium density and morphometric parameters from specular microscopy images in very challenging cases (i.e., post–
Figure 10. The ECD progression during the one-year follow-up for each patient (to read from left to right). The progression (decrease in ECD) for each time interval is depicted with a bar (values from the gold standard estimates). Patients are sorted based on the ECD at month 12. If there is an increase in ECD during a time interval, the corresponding bar is not depicted and instead the bar of the previous period is shortened.

UT-DSAEK images). The parameters estimates were in very high agreement with the gold standard. In comparison with Topcon’s software, the improvement was considerable: our method detected cells in almost all images (Topcon failed in more than one-fourth of the images); the mean absolute error was more than three times smaller in the three parameters (Table), and the number of detected cells was almost three times higher, hence decreasing the estimation variability. This variability, particularly significant for HEX, is a well-known problem, being widely accepted that 75 cells are required to estimate ECD with high reliability.39

As mentioned, just a few segmentation mistakes can significantly affect the parameters estimates. Therefore, the use of three stages (CNN-Edge, CNN-ROI, and postprocessing) is necessary to not only infer the corneal parameters from the trustworthy areas, but to also fix potential mistakes in the edge images. For example, the CNN-ROI in Figure 2 detected (in the left–central area) three cells with weak and/or duplicate edges (small dark blob), but the CNN-ROI combined with the postprocessing was able to fix this problem. A single DL network to generate both images simultaneously (edges and ROI) has been used in the literature, but this approach provided unreliable ROI images for our image data. Indeed, selecting the trustworthy area based on the intensity images generated blurred ROI images that did not sufficiently match the edge images. Alternatively, a single DL model to directly infer the parameters may seem attractive because of its simplicity, but (1) it would require considerably more annotated data for training, which is very expensive to create, and (2) it would be impossible for the user to know whether the provided estimates are reliable (black box paradigm). In contrast, a segmentation can be visually inspected, allowing the user to assess its reliability and even allowing for manual corrections.

Previous work on automated endothelial cell parameter estimation found in the literature can be classified into two main groups: pre-DL and DL methods. Pre-DL methods aimed mainly to segment the whole image with classic machine learning techniques, which would be clinically usable if cells were visible in the whole image or if the user would select the ROI manually. The DL approaches presented in the last 2 years, mainly focused on proving that a DL network is capable of segmenting endothelial images, addressing the segmentation accuracy on relatively good quality images, but rarely the clinical parameters. The closest work to ours was presented by Daniel et al., who used the U-net to segment 385 “real-world” specular images, including different ophthalmologic diseases and image qualities. Their ground truth was made by manually dotting the center of each cell and manually selecting the ROI, which only allows for ECD evaluation, and hence it was difficult to establish a comparison. Furthermore, their postprocessing was based on simple thresholding (prone to mistakes in edges not completely delineated), and their approach lacked a method to automatically select the ROI (blurred areas surrounded by detected cells would be considered cells).

One strength of our method is its ability to deal with a variety of imaging artifacts. Soon after surgery, the irregular, unsmoothed surface of the endothelial graft makes it difficult to have an image in which all parts are in focus (Figs. 3A–C). Furthermore, studies in postoperative corneal thickness have indicated a presence of edema in the recipient corneal stroma soon after surgery and a continuous decrease over time, which agrees with the improvement in image quality over time. In general, any lesion or abnormal tissue structure in the upper layers of the cornea can distort the optic path, creating all kind of noisy patterns. This includes saturation problems (Figs. 3F, 3G), in which the microscope internal software fails to transform the specular reflex into a suitable image because of those light aberrations. In contrast, ocular microsaccades, the movement of the patient, or simply respiration can produce heavy blurriness (Fig. 8, month 3), which is unrelated to the state of the endothelium. In all these cases, Topcon failed to detect any
cell (or detected barely a few), whereas our method performed almost as good as the gold standard. For the most complex cases, such as in images with FED, our approach needs further improvements, which probably could be tackled with more labeled images containing guttae to teach the DL models the structural and visual changes introduced by FED.

Clinically, we obtained an average ECD loss of 46.3% at month 6 and 49.1% at month 12, which was similar (or slightly higher) than other cases found in the literature. For instance, the ECD loss reported after 12 months from UT-DSAEK surgery was 49% by Feng et al.,\textsuperscript{43} 38.9% by Graffi et al.,\textsuperscript{44} and 35.6% by Busin et al.\textsuperscript{8} For DSAEK, van Cleynenbreugel et al.\textsuperscript{35} reported a 40.2% loss after 6 months, Guerra et al.\textsuperscript{46} a 34.9% loss after 12 months, and Javadi et al.\textsuperscript{47} a 42.8% at 2 years of follow-up. We observed that our cohort showed a large variability on ECD loss at the different time intervals, without a clear pattern (Fig. 10). Indeed, some patients showed a deceleration on ECD loss over time with an almost nonexistent progression within the last 6 months, whereas others depicted a small acceleration on ECD loss at that time. Regarding CV and HEX, barely any postkeratoplasty study includes them in their analysis because of the lack of reliability (up to now) in automatic methods. In our case, we estimated from the manual assessments a CV of 26.1 ± 5.7% and a HEX of 58.1 ± 7.1% at month 12. Existing literature in various ethnic groups indicates that the average CV is 26 ± 4\textsuperscript{48,49} and HEX is within 58% to 74%\textsuperscript{30} in healthy population, and it is widely accepted that a CV of less than 30% and a HEX of greater than 60% is usually a sign of a healthy, stable endothelium.

Hence, our post-transplant cohort showed an overall good outcome in terms of CV and HEX. Furthermore, we have shown that (1) our automatic method provides a high accuracy in CV and HEX (Table), (2) the existence of an evolution pattern after UT-DSAEK surgery (decrease of CV, increase of HEX; Fig. 9), particularly significant for the cases with the largest loss in ECD, and (3) a correlation between some of the parameters’ evolution (stronger between CV and HEX), which might be an indication of good healing and cell loss stabilization. Indeed, the transplants that suffered a larger ECD loss in the first month had a better improvement in CV and HEX later. These two parameters can tell us something about the distress of the cells, but this is merely an extrapolation from biological science lacking proper confirmation from clinical trials. In contrast, ECD as a clinical parameter to evaluate the functionality of the cornea in terms of total thickness and clarity has been studied extensively, both in the natural state and after corneal transplantation. As we have developed a better method to analyze

CV and HEX, it would be interesting to study these two parameters, for example in future follow-up studies of corneal grafting.

In summary, the results reported here demonstrated the ability of this DL method to estimate the endothelial parameters from images with different qualities and noise patterns. It also indicated a potential usefulness of employing all three endothelial parameters to study the evolution of the tissue after keratoplasty. Hence, our DL method presents itself as a valuable tool to be used in studies of corneal transplantation programs with more patients and larger follow-ups to analyze the relevance of CV and HEX and their potential roles as predictors for graft survival.

Acknowledgments

The authors thank Esma Islamaj, Caroline Jordaan, and Annemiek Krijnen for their contribution in acquiring the images.

Supported by the Dutch Organization for Health Research and Healthcare Innovation (ZonMw, The Hague, the Netherlands) under Grants 842005004 and 842005007, and by the Combined Ophthalmic Research Rotterdam (CoRR, Rotterdam, the Netherlands) under grant no. 2.1.0.

Disclosure: J.P. Vigueras-Guillén, None; J. van Rooij, None; A. Engel, None; H.G. Lemij, None; L.J. van Vliet, None; K.A. Vermeer, None

References


30. Vigueras-Guillén JP, Lemij HG, van Rooij J, Vermeer KA, van Vliet LJ. Automatic detection of the


